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When we discuss scaling agentic RL capability in the life sciences, where does

the agent environment data for RL training and evaluation actually come from?

We first propose rsibio-paper2env, built on one simple premise: bioRxiv,
PubMed / MEDLINE, Europe PMC and similar platforms hold a very large
number of papers. Once those papers are filtered through a multi-agent
pipeline, checked, and difficulty-augmented in the spirit of evolve-instruct,
constructing agent environment data in harbor format becomes the natural

next step.

Many details are involved along the way — what the paper selection cri-
teria should be, how to process tens of thousands of papers, how to prevent
reward hacking, how to guarantee stable reproducibility, and whether post-

training really delivers a fancy effect.

Paper and GitHub code will be released once we are ready. Anyone interested in contributing can DM me.



